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Abstract: Microcontrollers are low-power, energy-efficient integrated circuits that contain a processor,
memory, storage, and input/output peripherals in an all-in-one package. They are one of the most used
components in embedded systems, both for consumer electronics and industrial machines. They have a wide
range of applications, from simple tasks like controlling household appliances to complex systems such as
space exploration equipment. As microcontrollers have limited resources available and are harder to program
compared to general-purpose computers, concurrency is a challenging task to achieve in this domain. This
paper proposes a new hybrid scheduling approach for achieving concurrency in microcontroller-based
systems with the usage of virtual machines. The impact of this hybrid scheduling approach on resource
utilization and system performance is analyzed under various constraints. Additionally, the paper explores
the challenges associated with implementing hybrid scheduling in resource-constrained systems and proposes
solutions to overcome them.
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1. Introduction

Microcontrollers often power electronic devices we interact with during our daily lives. They
are cheap computational devices that enable us to develop things like smart wearables and
household devices, and especially smart appliances in Internet-of-Things domain (Cheour et al.,
2020). However, because of their low price and power usage, they do not have extensive
computational resources. Most microcontrollers do not run any Operating Systems (OS); instead,
they run specialized firmware for their application (Alley, 2011). This makes achieving
concurrency a challenge, as we cannot use feature-rich system libraries in this domain.
Concurrency is the ability of a system to execute multiple tasks simultaneously or to rapidly switch
between them. There is a significant interest in incorporating concurrency capabilities into
microcontrollers, as these components can be integrated into devices for controlling or monitoring
purposes (Sarkar et al., 2021). To achieve concurrency, tasks need to be divided into parts that
could be executed consecutively in a short amount of time. There are a couple of methods to do this,
and an incorrect approach to concurrency could cause unforeseen consequences later in the project
(Lubbers, Koopman & Plasmeijer, 2019). This paper explores ways of achieving concurrency on
microcontrollers, their advantages and disadvantages, and proposes a new hybrid scheduling
approach. This hybrid approach builds upon existing concurrency techniques for microcontrollers
while introducing a unique combination of virtual machines and timer-interrupt based scheduling to
address the specific challenges of resource-constrained embedded systems, specifically targeting
the need for a portable concurrency approach in IoT microcontroller projects.

2. Methodology

This study presents a new hybrid scheduling approach designed to effectively manage
concurrent task execution on microcontroller-based systems, aiming to optimize performance and
resource utilization while minimizing task execution delays. This hybrid technique deals with the
difficulties of concurrent task execution on microcontrollers by utilizing virtual machines without
interfering with the usual functioning of the device on which they are installed. The main focus
points of the study are the creation of the hybrid scheduling approach, its application to
microcontroller-based systems, and its performance assessment. The proposed hybrid scheduling
approach is compared with current scheduling technigues to assess its effectiveness and efficiency.
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The approach is designed in such a way that it can be implemented on microcontrollers with
limited hardware capabilities.

The paper analyzes existing literature on cooperative and preemptive scheduling techniques
and their implementation on microcontroller-based systems. The hybrid scheduling approach is
designed based on the analysis of existing techniques and requirements, which serve as a primary
reference for the research. The performance of the hybrid scheduling approach was measured
against benchmarks based on processing power utilization, providing quantitative data to support
the research. The benchmarks were implemented on a microcontroller-based system using a
predefined set of tasks. However, this research is subject to certain limitations:

e  The scope of the study is limited to microcontroller-based systems, and the approach
may not be readily applicable to other computing environments

e  One particular microcontroller platform was used for the performance assessment,
which may not accurately reflect the variety of real-world situations

e  The hybrid scheduling approach may need to be adapted in order to be used for more
complicated task sets or systems, because it is intended for a specific group of tasks

Using a virtual machine as the execution environment, this research concludes with a hybrid
scheduling approach that incorporates the advantages of various concurrency strategies. The main
objective of the proposed approach is optimizing concurrent task execution on microcontroller-
based systems.

3. Scheduling models

Currently, architectural and hardware designs for multicore and multithreaded
microcontrollers are readily available. Such microcontrollers can take advantage of parallelism for
concurrent execution. However, most low-power microcontrollers only have single-core processors,
so parallelization on such microcontrollers is impossible, as such processors cannot execute two
different instructions at the exact same time. If the goal is to execute two or more tasks on single-
core microcontrollers, those tasks should share processor time to achieve concurrency (Goossens,
Parello & Bikov, 2023). The two most commonly used scheduling methods to achieve concurrency
are cooperative and preemptive scheduling.
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Figure 1. Cooperative scheduler tasks yielding execution to next one

Cooperative scheduling dates back to the early days of computers, when resources were
scarce and memory management was a serious challenge. Here each task decides how long it keeps
the processor; the current task will free up processing resources for other tasks when it is done. So
once a task starts, the scheduler can't stop it; the task itself should give back processing resources to
be used for other tasks (Figure 1). This means if any of the tasks are blocked or stuck in an infinite
loop, no other tasks will run, causing what is known as the "starvation" condition. The primary
disadvantage of cooperative scheduling is that it relies on the cooperation of tasks to manage
shared resources efficiently, and the main advantage of it is that there is not significant
computational overload. Due to its simplicity and efficiency, cooperative scheduling is great for
embedded systems, and it is the most commonly used method for achieving concurrency in
microcontrollers. However, this comes at the cost of designing and programming tasks with
concurrency in mind.
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Figure 2. Preemptive scheduler controlling task execution

Preemptive scheduling is a more advanced method of achieving concurrency compared to
the cooperative model, and it's used by most modern operating systems like Windows, GNU/Linux,
macOS, Android, iOS, etc. Although such operating systems cannot be used in microcontrollers,
implementation of preemptive scheduling itself is possible. In this model, each task is given a
portion of the available processing resources before being interrupted and put on hold while
another task is executed. Running tasks and managing their execution is the responsibility of the
scheduler, so tasks themselves do not need to be designed with concurrency in mind (Blazewicz et
al., 2019) (Figure 2). Preemptive scheduling can be achieved through a combination of hardware
and software mechanisms; however, as most microcontrollers won't have any hardware solutions
for the preemptive model, it needs to be implemented purely in software. This requires the
implementation of specialized virtual machines or the utilization of Real-Time Operating Systems
(RTOS).

4. Task scheduling approaches in microcontrollers

Scheduling itself is the action of assigning computational resources to perform tasks. Task
scheduling algorithms are used to implement schedulers based on selected models. Task schedulers
are the most important part of concurrency, as they manage how and when tasks should run
(Lautner et al., 2018). The goal of the scheduling algorithm is to minimize the total execution time
while considering resource usage. This can be expressed in a simplified form as:

mﬂin(ZTi(n)J (1)

where 7 represents a scheduling algorithm, and Ti(z) is the execution time of application i under
policy =. Task importance can also be determined by the concurrency index, which can be
expressed in a general form as:

N C xP
;(Mi+Ti+Ei+RJ )

where C; represents the amount of processing time required for the task; M; the memory space
required for it; T; is the allocated time for the task execution; E; is the estimate of how long the task
will take to execute; Ri means any additional resource constraints specific to the task, such as
access to peripherals or shared resources; P; is for priority level assigned to the task whose higher
values indicate a higher priority.

4.1. Manual scheduling

Conceptually, the simplest method of implementing concurrency in microcontrollers is using
cooperative scheduling manually. For its implementation, tasks that needed to be executed
concurrently are divided into cyclic procedures, and within each procedure the algorithmic solution
of the task is given. These procedures are called consecutively from the main execution loop. To be
effective, each procedure cycle must complete within a defined timeframe to avoid blocking and
delaying other procedures. Programmers need to implement the scheduling logic manually. While
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the concept of manual scheduling is simple, referring to its avoidance of external schedulers or
operating systems, its practical implementation can become surprisingly challenging, even in
minimalist forms. This challenge arises from the need for manual management of state, explicit
handling of concurrency primitives, and the potential for unstructured and difficult-to-maintain
code, especially as the application complexity increases. It requires the usage of pointer
manipulation, global variables, interrupts, and timers. It will also be hard to read and understand,
often requiring explicit programming of state machines, and most of the time results with spaghetti
code (Lubbers, Koopman & Plasmeijer, 2019). Manual scheduling limits the use of synchronous
delays and intensive computational operations that will take a long time to finish. Advantages of
using a manual scheduler in microcontrollers are as follows:

e almost have no overhead, making it the fastest way to achieve concurrency on any
system;

e can be implemented without any external libraries;
e do not rely on special hardware.

For these reasons, a manual scheduler is often used in microcontrollers. However,
application of this model is appropriate only in systems with limited resources that execute simple
tasks. It has a couple of disadvantages that need to be considered before using it:

e developing using this paradigm can be challenging, as everything should be done
manually;

e implementing new features will take longer;
e  program code will be hard to maintain.

While manual scheduling is conceptually simple, offering direct control, its practical
implementation challenges, as described above, may not align with the desired design principles of
more complex projects. For example, if application logic requires blocking delays in multi-level
nested loops or conditions, it will be too complicated to adjust logic for manual scheduling, and
proper scheduling approaches should be used in such cases.

4.2. Callback-driven scheduling

Callback-driven scheduling is another method used to achieve cooperative scheduling by
scheduling tasks to be executed at specific times. This involves creating a task queue with assigned
time slots for each task. The scheduler will look at the task queue, and if any tasks are due for
execution, they will be started. Compared to manual scheduling, this approach requires using a
library or developing a scheduler for handling callbacks. To be able to use this model in
microcontrollers, each task that requires blocking waits or intensive calculations should be divided
into multiple procedures. Blocking waits are handled by having a callback to another procedure
that contains operations needed to be executed after a specified wait time. This still requires
designing tasks with concurrency in mind, like in manual scheduling; however, it gives more
flexibility and control to the programmer. The Arduino ecosystem (Barrett, 2013) already has an
external scheduling library named TaskScheduler that can be used to achieve callback-driven
scheduling, but a simpler version of it can be implemented within the project as well. Callback-
driven scheduling can be useful to make sure critical tasks are executed in a timely manner while
less important tasks are delayed until they are needed; it helps to prevent unnecessary idle time
between tasks. Advantages of callback-driven scheduling are:

e it is possible to implement it using low-level programming languages;
o feasible to use in resource-constrained systems as it is not computationally intensive;
o developing using this paradigm is easier than manual scheduling.

This scheduling approach is widely used in embedded systems, but it has a couple of
disadvantages that need to be considered before using it for a project:
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e can't be used for tasks that are time sensitive;
e each task needs to be divided into multiple parts.

Even with these downsides, it is still a flexible scheduling approach that can be adapted for
most projects. If the planned project is too complex for manual scheduling but needs to work on a
resource-constrained system, it can be an ideal scheduling solution.

4.3. Scheduling with interrupt service routines

Interrupts are signals that are initiated from internal hardware or external events that request
immediate attention from the processor. When the interrupt signal is fired, the processor stops
execution, saves the main program context, and jumps to the location of the corresponding
Interrupt Service Routine (ISR) and executes it. After the execution of ISR is done, it restores the
main program context back and resumes the code that was executing before the interrupt signal was
initiated (Figure 3).

Time

Interrupt

\J
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Figure 3. Interrupt signal pausing execution and executing ISR

Interrupts are particularly useful for microcontrollers. The actual purpose of interrupt-based
scheduling is to handle real-time events. However, the interrupt mechanism itself can be used to
implement scheduling mechanisms to achieve concurrency with ISR (Brinkschulte et al., 1999). If
the main loop of the program has long and blocking waits, ISR can be used to run a program code
that will not take a considerable amount of time to execute. There are many types of interrupts that
could be taken advantage of for achieving concurrency. Most microcontrollers have interrupts like
external, pin-change, timer, reset, watchdog, and more, which can be used for different purposes;
however, any application that deals with sensitive information should handle interrupts with care,
as attackers can exploit interrupt mechanisms for malicious use (de Clercq et al., 2014). As
interrupt mechanisms are dependent on hardware and architecture, a code that uses interrupt-related
registers won’t be compatible with different microcontrollers. Cross-platform libraries can be used
to abstract an interrupt-related functionality for making a platform-dependent code. Advantages of
interrupt scheduling are:

e real-time events can be handled with ease;
e ablocking code can have concurrency.

As nearly every microcontroller has interrupt mechanisms built in, it is not a surprise that
interrupts are widely used in embedded programming. However, even though interrupts are useful
and rigid mechanisms, they also have some constraints and limitations programmers should be
aware of:

e harder to develop, as programmers should be familiar with the architecture of the used
microcontroller;

e  platform dependent unless libraries with decent abstraction are used;

e ISR can’t take or return any parameters.
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5. Hybrid scheduling approach

Scheduling approaches based on a preemptive model are rarely applied in resource-
constrained microcontrollers. This is because the implementation overhead associated with being
able to switch between different tasks can be significant, especially when dealing with limited
memory and processing power resources. The complexity of managing multiple tasks at the same
time can make it difficult to ensure that task deadlines are met and system stability is maintained.
However, there are some scenarios that could make implementation feasible for the planned project.
It can be achieved by using RTOS or virtual machines (VMSs) for microcontrollers (Varoumas,
Vaugon & Chailloux, 2018). RTOSs are designed to prioritize real-time tasks over others as they
have strict deadlines for task execution. RTOS can make use of multiple scheduling approaches, as
long as real-time task requirements are met. RTOS can use preemptive scheduling, and there are
studies that compare the performance of some widely available RTOSs. These studies evaluate
factors such as timing constraints, memory management, and interrupt handling to determine which
RTOS is best suited for needed real-time applications (Ungurean, 2020).

On the other hand, VMSs on microcontrollers can be implemented for multiple reasons. VMs
can make it possible to have portable executables for microcontrollers, enabling architecture-
independent development. They can also be used for concurrency, as they will make it possible to
control execution without architectural dependence. Also, VMs on microcontrollers could offer
improved security and isolation. This is especially useful for the Internet of Things (l10T) devices,
where multiple tasks need to be executed at the same time while maintaining data integrity and
privacy. They can also handle firmware updates without affecting running tasks, increasing system
reliability without downtime. Implementing VMs on microcontrollers provides a flexible method to
manage complex systems with unique workloads (Varoumas, Vaugon & Chailloux, 2016). While
higher-level programming languages like Python and Javascript could be used with VMs to achieve
concurrency on microcontrollers, they still require more advanced microcontrollers with vastly
superior computational power.

The hybrid scheduling approach is feasible to implement in microcontrollers. This is
achieved by implementing a small virtual machine with custom instructions and scheduling
applications written for it. As this virtual machine works on microcontrollers, it should be
lightweight, resourceful, and power efficient. Such a virtual machine should support a minimal set
of instructions that can be parsed by the target microcontrollers. Implementation of the proposed
virtual machine requires:

e developing a standardized application format that supports asynchronous operation;

e  context-switching mechanism that saves and restores the state (e.g. registers, memory
maps, program counters) of each application;

e memory management system to handle the allocation and deallocation of memory for
each application, including shared memory for inter-application communication.

However, the implementation of a virtual machine itself does not allow for achieving
concurrency; there should be a scheduler to allow executing multiple tasks in the queue. The
mentioned hybrid approach proposes to call this scheduler with timer interrupts with a
predetermined period. The simplest approach here is round-robin scheduling, which allocates the
same time for each task and executes them in circular order (Figure 4), which can be expressed as:

See (t)=P[(tmodn)+1] 3)

where Sgr(t) represents the process scheduled to run at time t, P is the list of processes, and n is the
number of processes in the list P. (t mod c) calculates the remainder when t is divided by n,
ensuring that the index stays within the range of processes. At time t, the process scheduled to run
is determined by taking the remainder of t divided by n and then adding 1 to convert it into an
index that points to a process in the list P.
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Figure 4. Scheduling using round-robin algorithm

Each time ISR is called for scheduling the task, a predetermined number of instructions are
executed from the applications in the queue. However, to make this approach applicable to
microcontroller-based systems, there should also be a mechanism to efficiently handle blocking
delays inside the virtual machine tasks. If a concurrent task is instructed to wait for a specified
amount of time, it should not require execution time from the processor, leaving more processing
time for other apps. This could be addressed by implementing a special delay instruction that
informs the scheduler not to call this instance of the task until it is ready. This makes developing
applications easier and saves computational time.

5.1. Virtual machine design and implementation

As designing a new instruction set from scratch for the proposed virtual machine solution is
not in the scope of this paper, the CHIP-8 instruction set with modifications will be used for testing
purposes. The CHIP-8 virtual machine was developed in the 1970s and features a compact
architecture with 4 kB of memory access. Open-source and compact nature of CHIP-8 offers
significant flexibility in modifying the instruction set to meet specific needs, also making it a cost-
effective alternative to proprietary architectures (Priyadarshini, S.B.B. et al., 2022). CHIP-8 was
designed for early computers with limited memory and computing capabilities. Even though the
CHIP-8 virtual machine was originally developed in the 1970s, it can still be effectively utilized as
an educational tool in modern computer engineering fields. Simplicity of CHIP-8 can be
advantageous for teaching fundamental low-level programming concepts, emulator design,
platform-independent software principles, and compiler basics to undergraduate students (Cruz et
al., 2019). The CHIP-8 architecture and instruction set are simple enough to be feasible for
implementing a virtual machine for it even in resource-constrained devices such as
microcontrollers. However, using the instruction set as-is is not beneficial for the majority of
microcontroller-based projects, as graphical and sound instructions would not have any practical
application in such use cases. Additionally, the CHIP-8 instruction set does not provide any
instructions for peripheral management, pin control, and system call handling. Based on the
mentioned shortcomings, a new modified version of the instruction set is proposed, implemented,
and tested for hybrid scheduling implementation. This new implementation will be referred to as
Mico8-Chip.

Similar to CHIP-8, Mico8-Chip virtual machine has 16 general purpose 8-bit registers, and
16-bit register called I. It also has 16-bit program counter and 8-bit stack pointer. The call stack is
an array of 16-bit values, used for storing the addresses to return to when finishing the execution of
a subroutine. Unlike CHIP-8, there is no predetermined size for the call stack, so it could be
adjusted for the needed application. Special purpose registers for the delay and sound timers are not
needed in Mico8-Chip as related instructions are replaced or not implemented. Traditionally,
CHIP-8 programs are loaded into memory starting at address 0x200, leaving the lower memory
addresses (0x000-0x1FF) reserved for the interpreter and other low-level functions. However, in
the implementation of the Mico8-Chip, program execution begins from the first byte to save space.
Depending on the implementation Mico8-Chip programs can also reside in NAND flash or
EEPROM storage, then executed from there without the need of copying to RAM, which might be
beneficial for microcontrollers with strict memory requirements. The proposed instruction set for
Mico8-Chip is described in Table 1.
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Table 1. Mico8-Chip instruction set

Opcode | C Pseudocode Instruction details

O00EE | return Returns from the last called subroutine

INNN | goto NNN Jumps to absolute address NNN

2NNN | *(NNN)() Calls subroutine at absolute address NNN

3XNN [ if (Vx==NN) Skips the next instruction if Vx equals to NN

4AXNN [ if (VX !=NN) Skips the next instruction if VVx does not equal NN

s [ir(uxompy | S e e intntion T comparson - i, where P
6XNN | Vx=NN Sets Vx register to value NN

7XNN | Vx+=NN Adds NN to Vx register

BN | Vx=yOPVx | L ores the finel resulton V0
90NN | delay_ms(NN) Pauses execution for NN milliseconds

91NN | delay_seconds(NN) Pauses execution for NN seconds

92NN | VT = sysgetval(NN) Gets requested variable NN from system and saves to Vf
93NN | syssetval(NN, Vf) Sets requested variable NN from system to Vf

94NN | pinMode(NN, 0) Configures pin NN to behave as an input pin

95NN | pinMode(NN, 1) Configures pin NN to behave as an output pin

96NN | digitalWrite(NN, 0) Write a LOW value to a digital pin NN

97NN | digitalWrite(NN, 1) Write a HIGH value to a digital pin NN

98NN | Vf =digitalRead(NN) | Reads the value from the digital pin NN to VT register

99NN | Vf =analogRead(NN) [ Reads the value from the analog pin NN to VT register
9ANN | analogWrite(NN, VT) | Writes the value Vf to a pin NN (PWM or DAC)

9BNN | syscall(NN, &V, &I) | Calls user defined function NN with access to all registers
ANNN [ I=NNN Sets | register to the address NNN

BNNN [ PC=V0+ NNN Jumps to the address NNN plus VO

CXNN | Vx = rand() & NN ﬁﬁas]gg?;ﬁdﬂ:\(lel\lrfesult of a bitwise and operation on a random
FX1E | 1+=VX Adds Vx to | register

FX55 | reg_save(Vx, &l) Saves values from V0 to Vx in memory at address |

FX65 | reg_load(Vx, &I) Loads values from memory at address | from VO to Vx

The Mico8-Chip instruction set is intentionally minimalistic, focusing on essential
computational, control flow, and microcontroller peripheral interaction instructions to ensure
efficient execution within resource-constrained environments. The Mico8-Chip instruction set
(Table 1) retains the core structure of the CHIP-8 instruction set but removes instructions irrelevant
to microcontroller applications while adding instructions for microcontroller-specific
functionalities. Microcontroller-specific instructions are added by modifying CHIP-8 instructions
"5XYO0" and "9XYO0". In CHIP-8 systems, these instructions are conditional jumps based on the
equality of Vx and Vy registers. However, in the Mico8-Chip instruction set, the functionality of
these 2 instructions is combined in the "5XYN" instruction, while also providing comparison check
support in addition to equality checks. This allows replacing the "9XYQ" instruction of CHIP-8
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with microcontroller-specific instructions in Mico8-Chip. While these changes make the Mico8-
Chip instruction set less compatible with CHIP-8, they allow us to allocate more space for future
expansion and customization of the proposed instruction set.

Microcontroller-specific instructions include "delay_ms", "delay_seconds" for task pausing
by informing the scheduler, "pinMode"”, "digitalWrite", "digitalRead", "analogRead", and
"analogWrite" for direct hardware interaction. Arduino-like syntax is used for easy understanding
of the functionality of these instructions. The "syscall" instruction allows for extending
functionality with user-defined system calls, providing a mechanism for accessing low-level
operations. Instructions "sysgetval" and "syssetval" allow reading from and writing to internally
mapped variables. Mico8-Chip has been designed with a strong emphasis on portability. The
Mico8-Chip instruction set and tasks written for it are portable across platforms; however, practical
portability ultimately depends on the implementation on the target microcontroller architecture.
Microcontroller-specific features such as pin numbering and the usage of user-defined functions
should be accounted for while creating tasks for the interpreter to achieve greater portability. Usage
of user-defined functions and internally mapped variables should be avoided unless necessary for
operation. In the current implementation, core interpreter logic is written in the standard C
programming language, and for microcontroller-specific instructions, the Arduino abstraction layer
is used. This interpreter has a compiled code size of less than 2 kB. Porting or implementing
Mico8-Chip on a new microcontroller platform should be similar to CHIP-8 in terms of complexity.

5.2. Performance evaluation of hybrid scheduling using Mico8-Chip VM

For the performance evaluation, the Mico8-Chip virtual machine and proposed scheduler
were implemented and tested on three microcontroller development boards: two Arduino Nano
boards operating at 8 MHz and 16 MHz, and an STM32 Blue Pill board operating at 40 MHz. The
Arduino Nano, which uses the ATmega328P microcontroller based on the AVR architecture, was
selected to demonstrate that the proposed hybrid scheduling method can be successfully
implemented in a resource-constrained environment, given its limited 2 kB of RAM. The STM32
Blue Pill, utilizing the STM32F103C8T6 microcontroller with an ARM architecture, was chosen
for its popularity in industrial applications. The Mico8-Chip interpreter and scheduler were
implemented in the C programming language, with the code compiled and uploaded via the
Arduino IDE. Performance metrics were gathered by measuring the execution time of a
computational task while concurrently running tasks at varying interrupt tick intervals, thereby
providing insights into how differing clock speeds and hardware constraints affect the overall
system performance (Figure 5).

100%

80%

O 60%
200Hz interrupt tick
O 40%
IKHz interrupt tick
O 20%

SKHz interrupt tick

0%

CPU usage / clock speed 8MHz 16MHz 40MHz

Figure 5. CPU usage percentage with different clock and tick speeds on Mico8-Chip
instruction set virtual machine based on hybrid scheduling
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During load testing with the Mico8-Chip virtual machine, the STM32 Blue Pill board
clocked at 40MHz with 1KHz interrupt ticks required less than 5% processing load at all times,
which is promising for integrating this approach for legacy projects with minimal effect on device
behavior. The proposed design allows concurrency in microcontrollers and offers a method to
extend the functionality of microcontroller-based devices without affecting their intended purpose.
Advantages of using a virtual machine based hybrid scheduling approach are the following:

e can be used with any existing project with minimal usage of available processing time;

makes it possible to use multiple concurrency methods simultaneously;

application format can be portable and architecture independent;

can be modified easily to fit current project needs.

As with any previously mentioned approach, hybrid scheduling also has a couple of
disadvantages:

e concurrent applications are written for specialized virtual machines with custom
instruction sets, making the development process harder for complex applications;

e requires extra flash storage for storing the custom instruction set of the virtual
machine;

e cannot be used alone for time-critical applications such as real-time control systems.

The proposed hybrid scheduling approach is not limited to round-robin scheduling and can
use more complex priority-based scheduling algorithms, where every task gets a priority assigned
to it and the scheduler decides which task should be handled next, based on its priority. However,
limited resource availability in most microcontrollers makes it appropriate to use round-robin
scheduling. In contrast, priority-based scheduling, while offering greater flexibility and
responsiveness to critical tasks, introduces additional complexity in the priority assignment, context
switching, and task management, which may not be feasible for implementation.

6. Conclusion

This paper presented an analysis, comparison, and application of different scheduling
approaches and proposes a new hybrid scheduling approach. It is clear that concurrency greatly
improves the capabilities of modern microcontrollers and will continue to be a critical component
of the embedded systems design. However, concurrency on resource-constrained microcontrollers
is harder than on general-purpose computers. Simpler methods like manual scheduling and
interrupt scheduling are faster and more efficient for small projects, but complex models for
preemptive scheduling like virtual machines and RTOSs allow more scalability. The proposed
hybrid scheduling approach seeks to bridge the gap between the efficiency of simpler cooperative
methods and the scalability of preemptive models like RTOS and full-fledged operating systems on
microcontrollers. By employing a lightweight virtual machine and a timer-interrupt driven
scheduler, Mico8-Chip aims to offer a more resource-efficient preemptive concurrency solution
compared to traditional RTOS deployments, while providing greater flexibility and portability than
manual or callback-driven scheduling. The proposed design, which includes a virtual machine
capable of executing portable applications with context and a scheduler that manages task
execution through timer interrupts, offers several advantages, such as minimal processing power
usage and an easier integration to previously developed projects. This makes it an attractive choice
for developers working with resource-constrained systems. However, it is important to carefully
consider this approach's limitations, including the development need for a specialized virtual
machine and the inability to handle highly time-sensitive tasks. Understanding and considering the
limitations of the selected concurrency model and used scheduling approaches before starting
development of the project is essential. Despite these drawbacks, the hybrid scheduling approach
remains a flexible and adaptable solution that can be customized and combined with other
scheduling methods to suit various project requirements.
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